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Abstract—Electrical engines are a key technology all automotive manufacturers must master to
stay competitive. Engineers need to analyze an overwhelming number of engines measurements
to improve the manufacturing for this technology. They are hindered in the task of analyzing
large numbers of engines, however, by the following challenges: (1) Engines comprise a complex
hierarchical structure of subcomponents. (2) Locating error causes along the manufacturing
processes is a difficult procedure. (3) Large numbers of heterogeneous measurements impair
the ability to explain errors in engines. We address these challenges in a design study with
automotive engineers and by developing the Visual Analytics system Manufacturing Explorer
(ManEx), which provides interactive interfaces to analyze measurements of engines across the
manufacturing process. ManEx was validated with five experts. Our results suggest high
usability and usefulness scores and the improvement of a real-world manufacturing process.
Specifically, with ManEx experts reduced scraped parts by over 3%.
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Introduction
E-mobility represents one of the largest transformations for the automotive industry in the last
100 years [1]. In this context, electrical engines
(hereafter: engines) are one of the key technologies companies need to master to stay competitive. To meet high-quality standards, manufacturers are leveraging manufacturing data for improving production processes. In this regard, engineering experts must analyze enormous numbers
of sensor measurements of thousands of engines
across the manufacturing process. This results in
large data quantities, which must be analyzed by
human experts. However, engineers are hindered
in their efforts to effectively analyze engines by
the following three challenges:
(1) Hierarchical challenge: A single engine
is the result of the assembly of many complex
parts. The composition of the parts forms a complex hierarchical structure. If there is an error
in an engine, identifying whether this can be
related to individual parts or to the composition of
interrelated parts is a very difficult task. Engineers
thus need an efficient means of relating errors
either to individual parts or to the composition of
interrelated parts. This is important for ensuring
that the manufacturing process can proceed on
time and for assuring that high-quality engines
can be delivered.
(2) Temporal challenge: An engine is produced in many sequential steps. To increase manufacturing output, each step is executed by multiple identical stations. Furthermore, engineers aim
to automatically identify errors at designated test
stations. These test stations are often located in
later manufacturing steps, which results in the
problem that errors are also detected late. Finding
out how the error cause can be identified in the
early steps is thus another challenge.
(3) Measurement challenge: During the manufacturing process, a great number of measurements are recorded at each station. Since all the
stations record different measurements unifying
them in a single approach and understanding their
relations is a major challenge.
To address these challenges, we worked together in a design study with BMW engineers
with extensive knowledge and experience in the
manufacturing of engines [2].
To help engineers with their tasks of analyzing
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large numbers of engines and measurements, we
first familiarized ourselves with their domain,
gathered data across the manufacturing process,
and gained an understanding of their problems.
We then sub-divided the domain problem into an
approach, which visualizes the hierarchical and
temporal structure of the manufacturing process
and provides help in analyzing measurements by
integrating anomaly detection and causal discovery. As a result of this collaboration, we present
the Visual Analytics (VA) system ManEx (Manufacturing Explorer).
ManEx provides interactive interfaces to analyze measurements of engines across the manufacturing process. Engineers can use their domain knowledge to analyze anomalies in measurements, and judge whether an anomaly serves
identify engines, which might either include errors. Furthermore, causal discovery provides insights to find the root cause of detected errors. For
a detailed analysis, measurements can be added
to a subset of measurements, which we refer to
as focus-set. Engineers can evaluate the quality of
a focus-set until it is capable of detecting errors
in the manufacturing process. In summary, we
contribute:
(1) The problem characterization and abstraction of the domain for analyzing large numbers
of measurements and engines in manufacturing
processes.
(2) ManEx: An interactive VA system for the
analysis of large-scale manufacturing data.
(3) An evaluation of ManEx with five automotive engineers, as well as reflections of our design
process.

Related Work
First, we introduce VA applications in the automotive sector, followed by use cases of anomaly
detection in the manufacturing industry and insights on causality-aided VA.
Automotive Visual Analytics Applications

Visualization to date has contributed substantially to help analyzing complex data in industrial
applications, as the recent survey by Zhou et
al. [3] shows. A key important domain is the automotive sector. There, VA applications can support
the engineering design, the optimization of testing procedures, condition monitoring of assembly
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lines, or the visual support of high cognition
tasks. Important efforts were focused, among others on visualizing in-car communication networks
[4], multi-criteria alternatives for the exploration
of rotor designs [5], the visual exploration of
assembling data to detect inefficiencies [6], or to
support domain experts in the analysis of acoustic
signatures [1]. All studies specifically address
high cognition tasks, which can be performed by
experts in organizations. However, these studies
focus on data from one source (e.g., single station). Grounded on previous findings, we build
a system that visualizes data from multimodal
sources across an entire manufacturing process,
supporting domain experts in their high cognition
task of analyzing measurements of engines.

structure of a manufacturing process, however,
is often too complex for users to understand
by only looking at the outcome of algorithms.
Thus, a commonly used tool to display the causal
relations between parameters is a directed graph
[11]. Regarding the automotive sector, Dentzner
et al. [12] propose a VA system for root cause
analyses in an assembly line. The authors employed interactive decision trees, which in our
case are misleading since the underlying causal
information is extracted exclusively via correlational techniques. In turn, we enhance ManEx
with the PC algorithm [13], a constraint-based
causal discovery method, as it exploits sparsity in
high-dimensional datasets, which are ubiquitous
in manufacturing environments.

Anomaly Detection in Manufacturing

Potential errors in measurements can be supported using anomaly detection. So far, a wide
range of anomaly detection with VA has been
introduced in the manufacturing sector. Wörner et
al. [7] visualize diagnostic machine data to help
identify specific elements in machines, which
need to be replaced or repaired. Maier et al.
[8] present a visualization to guide the user in
detecting anomalies of time series data in model
manufacturing plants. Eirich et al. [9] computed
anomalies from time series manufacturing data
for engines and developed a system, which visualizes the most relevant anomalies. Furthermore,
Suschnigg et al. [10] consider anomaly detection
in multivariate times series from test benches and
display anomalies as a collection of colorencoded
cycle glyphs. All studies show that visualizing
anomalies of manufacturing data helps engineers
to better identify errors in the manufacturing
process. Thus, we build on previous findings of
anomaly detection and visualization. Particularly
inspiring for the visualization of anomalies is
the representation of anomalies with cycle glyphs
[10].
Causality-aided Visual Analytics

A critical question in manufacturing processes
is “What are the causes of significant changes
in downstream processes?”. Such questions can
be answered with causal discovery, where the
underlying causal information from observational
data is inferred as directed graphs. The casual
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Methodology and Domain Problem
At the beginning of the project, we worked together with three automotive engineers of BMW
and learned about their problems, goals, and
tasks when analyzing manufacturing data. The
exchange with them took place from January until
March 2021 with an average of two meetings a
week ranging from 20-90 minutes. After we developed an understanding of the problems, goals,
and tasks, we began to design and develop ManEx
in six main iterations for six months. During
each iteration, we interviewed engineers, tested
design alternatives, and held constructive discussions with visualizing experts. An evaluation of
the system was carried out with five engineers at
BMW (others than the engineers we developed
the system with).

The Domain of Manufacturing Engines

To demonstrate the assembly of an engine
as it is built at BMW, we provide an example
in Figure 1. An engine consists of four parts:
rotor (A), stator (B), gear (C), and inverter (D).
A rotor and a stator together form an electrical
machine (A+B), which we hereafter refer to as
EMA. Finally, an EMA is assembled with the
gear and inverter to form an engine.
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Figure 1: Topology of an engine at BMW. An
engine consists of the parts A (rotor), B (stator),
C (gear), and D (inverter).
The engineering experts reported that the assembly of an engine can be divided into a temporal and hierarchical dimension. Both dimensions
can also be visualized as flow diagram as shown
in Figure 2 and be described as follows:
Temporal dimension: An engine is assembled along its temporal dimension. For example,
a stator and a rotor are together assembled into
an EMA. After that, the EMA, inverter, and gear
are assembled into an engine.
Hierarchical dimension: Each part of an
engine inherits manufacturing steps, which again
are hierarchically structured into stations. In this
regard, steps have a temporal relation meaning
that each step is executed sequentially. In turn,
stations are all identical and run in parallel to
increase manufacturing output. At the root of each
station are measurements.
Domain Problem

Following the information received from the
engineers, we can define the domain problem
for the hierarchical, temporal and measurement
challenge as follows:
Where in the hierarchical dimension? Engineers analyze data only for individual parts,
steps, and stations. Connecting data from multiple
sources is performed manually. As a result it
is difficult to determine whether an encountered
error can be related to one part, step, or station, or
if it is the result of the composition of interrelated
parts, steps, or stations. The experts thus cannot
identify the location of an error simply by means
of efficiently analyzing data from multiple parts,
steps, or stations.
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When in the temporal dimension? Currently, engineers manually combine measurements from engines. They reported, however, that
they find it difficult to identify when the error
first appeared in the manufacturing process. In
addition to the problem of connecting data from
parts, steps, and stations with each other, statistical analyses to infer relations along the temporal
dimension must be programmed manually by engineers. Even though it is important to identify the
root cause of errors as fast as possible, engineers
have no system at hand to support them with the
analysis of the temporal dimension.
How in the measurements? Furthermore,
engineers have to analyze large numbers of heterogeneous measurements, which is simply not
feasible for a detailed manual analysis. Even
though it is possible to connect data from various sources and to manually perform statistical
analyses, engineers reported that it is difficult
to know how measurements influence errors. It
was noticed by the engineers, however, that the
analysis of anomalies is a promising direction for
gaining a better understanding of the relationship
between measurements. In accordance with the
engineers, we consider anomalies as irregularities
in measurements including statistical outliers. The
severity of an anomaly is left to the judgment of
an engineer.

Abstractions
We abstract from the domain of the engineers,
the domain problem, and the terminology. The
resulting characterization of the analyzed data and
tasks are presented in the following subsections.
Data Characterization

Along the hierarchical and temporal dimensions, engineers analyze measurements from engines to identify and understand errors. Both data
types can be abstracted as follows:
Engines: Engineers analyze several thousand
engines and never only one. Thus, engines represent the analysis object and can be divided into
two analysis targets:
(1) Engines with explainable error class is a
group of engines with a specific error, which experts already know before performing an analysis.
In this analysis, the goal lies for example in identifying the root cause of an error. For example, a
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Figure 2: An engine is assembled along two dimensions. On the temporal dimension, the assembly
and step sequences are represented. The hierarchical dimension represents the hierarchy of parts, steps,
stations, and measurements.
rotor can have a bad electrical conductivity, which
is detected at an electrical test bench for an EMA.
However, the cause of this error might lie in a
welding step of copper wires of the rotor.
(2) Engines with novel unexplainable error
class is a group of engines that does not have
a specific error before an analysis begins and
where the goal is about a general analysis of
engines to identify and understand new errors. For
example, multiple engines can sound loud, when
measured in an acoustic test bench. However, this
phenomenon might be new to engineers and could
be either a new error type or simply a statistical
outlier.
Measurements: Each station records heterogeneous measurements (pressure or voltage,
among others). More than 10,000 measurements
are recorded for an engine. Measurements cannot be compared with each other due to their
heterogeneity (e.g., voltages vs. pressure). The
engineers suggested using residual values for
each measurement instead of absolute values. As
a result, the deviation from expected measurement values will stand out, which makes the
explanation of identified errors easier. In addition
to engines, measurements also can be divided into
the following two categories:
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(1) Known measurements are measurements
experts already know before an analysis. For
example, engineers are generally responsible for a
specific test station. If an anomaly is measured inside their station, engineers already have multiple
hypotheses at hand on how this anomaly can be
interpreted. For example, engineers know exactly
which regions of an engine’s acoustic signature
can be related to a rotor or a stator.
(2) Unknown measurements are measurements
experts do not know before an analysis begins.
This analysis is about identifying new measurements, which might be relevant for an error. For
example, engineers might not be aware that an
electrical signature of an engine can be highly
significant for its acoustic signature.
Task Abstraction

In the following, we present the task abstraction. The presented tasks (T) will serve as primary
design targets for ManEx. We base the tasks on
the task taxonomy of Brehmer and Munzner [14].
This taxonomy is appropriate because it forms the
bridge between high and low-level tasks, which
is particularly helpful for embedding them into
the daily routines of the engineers. Our resulting
tasks are displayed in Figure 3, which can be
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Figure 3: Derived tasks for ManEx following the engineers from BMW and the task taxonomy of [14].
Engines can either contain explainable error classes or new unexplainable error classes. To identify
and understand errors, engineers can use measurements they already know, or unknown measurements.
Along the two dimensions, engineers perform the four tasks T1-4. While performing these tasks,
engineers compare engine groups (T5) or identify relations between measurements (T6).
summarized as follows:
T1 Lookup engine group and measurement:
Engineers need to lookup known measurements
for an engine group with an explainable error.
Thus, the system should support the fast and
efficient loading of engines with an error into
the system and an easy navigation to the known
measurements.
T2 Locate measurement of interest: Engineers, who want to identify new relevant measurements for an engine with an explainable error
need a drill-down mechanism to locate measurements of interest. The information requirement
may differ between the severity of anomalies
for groups of engines with an error, or causal
relationships between measurements.
T3 Browse for engine group: When measurements are known and the error for engines is
not yet explainable, ManEx needs to support the
browsing for a group of interesting engines. These
engines may contain unnoticed errors, or an unusually high amount of anomalies, which might
be harbingers of future errors. The information
need may differ to the severity of anomalies of
measurements in parts, steps, and stations.
T4 Explore engines and measurements: This
task is about getting a general overview of the
hierarchical and temporal dimensions of the manufacturing process. Thus, interactive means that
allow rapid and easy navigation to measurements
of interests, or to select an engine group for an
in-depth analysis, should be supported.
T5 Compare engine groups: While performing the tasks T1-4, engineers need support in
comparing groups of engines with each other.
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T6 Identify relations between measurements:
As well as T5, engineers also perform this task
while executing T1-4. Here, ManEx has to support engineers in identifying relations between
measurements.

Data Preprocessing
In this section, we introduce the computation
of anomalies, followed by the identification of
causal relations between measurements. We then
proceed to illustrate technical details on the evaluation of selected measurements.
Anomaly Computation

We provide the following two methods to detect anomalies in measurements: anomaly scores,
which focus on measurements (1), and t-tests,
which focus on engines (2).
In (1), for each measurement mi , we calculate
the mean and standard deviation for an ensemble
of engines. Consequently, the relative deviation of
the i-th measurement to the mean µ for each is
then expressed in units of the standard deviation
σ as outlined in Equation 1:

mi − µ
.
(1)
σ
Next, we aggregate the residual values for all
measurements in a station as outlined in Figure
4. We calculate anomaly scores for each station
by computing the mean, median and the max/min
of the aggregated residual values. We repeat this
process for all stations and steps up to a part level.
We also experimented with different approaches to compute anomalies. Instead of comResiduali =
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puting residual values, we calculated the deviation of each absolute measurement value to fixed
thresholds, which are used in the manufacturing
process. However, engineers reported that what
they want is to have a measure, which is not
based on a static threshold but depends on the
distribution of the measurements in order to get
a new perspective on the data they analyze.
Furthermore, measurement recordings might
slightly change over time (e.g., different temperatures in winter and summer in a manufacturing facility). Thus, residual values are preferable, since
they consider the deviation of a single measurement recording to a large sample of measurement
recordings instead of relying on a static threshold.
In (2), we use a statistical measurement that
indicates whether or not two groups of engines
are different from each other. Since the following
conditions can be applied to our data [15], twosided t-tests are an appropriate choice:
1) The goal of our measurements is to derive
a hypothesis about the difference of an error in
one engine group to those of all the other engines.
2) The independent variable we analyze is
quantitative.
3) We use two samples, which are engines
with an error and engines with no error.
4) We look at dependent distributions, this
being the entire population against a group of
engines with an error out of the same population.

Figure 4: Aggregation of anomalies on a part,
step and station level based on measurements.
An anomaly propagates upwards in the hierarchy. Users can choose between the aggregation
methods: mean, max/min, and median.
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Causality Computation

To infer the causal graph from all investigated
measurements, the PC algorithm [13] is employed. This method utilizes conditional independence testing to first eliminate causal edges from
a fully connected undirected graph, and second to
propagate all orientations at the remaining edges.
We integrate prior knowledge to the PC algorithm
from the temporal ordering of the stations and
steps for each part. Note that in each station
no such ordering constraint is available, since
they all run in parallel. For example, based on
the arrangement of the manufacturing stations for
each engine (see Figure 2), stations for both
stator and rotor precede EMA. Formally, Vs the
set of measurements from the stator, Vr the
set of measurements from the rotor and finally
Vema the set of measurements from EMA. Since
dependence of upstream stations is infeasible
based on our assumption, we eliminate all edges
Vema → Vs and Vema → Vr . Furthermore,
the tasks at the aforementioned stations for stator
and rotor may be performed concurrently, thus
rendering them jointly independent. Therefore,
we additionally eliminate all edges Vs → Vr
and Vr → Vs . Finally, we obtain a sparse
causal graph by incorporating valuable domain
knowledge that supports the identification of the
root cause of the concerned measurements. The
domain knowledge is about the hierarchical and
temporal dimensions of the manufacturing process, as well as the measurements. Examples of
such domain knowledge are how different parts
are assembled to an engine, or which manufacturing step, or which measurement is recorded.
The PC algorithm is comprised mainly of two
free parameters, the significance level α and the
choice of the conditional independence test for
evaluating the null hypothesis of independence.
We set a relatively conservative value (a = 0.01)
since higher values will lead to more dense causal
graphs and ultimately high uncertainty due to the
increased number of false positives. Finally, we
employ Fisher’s z-transformation of the partial
correlation as the conditional independence test,
as we already assumed that all measurements are
normally distributed.
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Figure 5: The ManEx System: Users have an overview of parts, steps, and stations in (A). Measurement
details for selected stations are shown in (B). Users can locate relevant measurements based on t-tests
in (C) or causalities in (D). The correlation for a selected sample of measurements is shown in (E).
A sample of measurements can be filtered in (F) and the strength of the computed relationships be
evaluated in (G).
Focus-Set Evaluation

The engineers reported that they wish to
sequentially add measurements to the focus-set
to identify the relation between measurements.
When more than three measurements are selected
for an analysis, these cannot be visually represented. Hence, applying dimensional reduction to
the focus-set is an adequate choice. We use principal component analysis (PCA), which is a wellestablished method for identifying linear relationships in high-dimensional data. We could also
use methods for discovering non-linear relationships, such as t-Distributed Stochastic Neighbor
Embedding (TSNE). However, TSNE requires a
manual parameterization, which engineers would
need to carry out each time they analyze a focusset. Hence, we consider PCA as the most straightforward method to evaluate the quality of the
focus-set.

Visualization
Figure 5 shows an overview of the views of
ManEx marked from A-F. Due to non-disclosure
agreements with BMW, steps are named step 1n and stations respectively station 1-x. All color
schemes were selected in close collaboration with
the engineers and by using colormaps from the
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open-source ColorBrewer system [16]. We paid
close attention to ensuring that no color was used
twice, and that all color schemes account for color
deficiencies.
Overview over Hierarchical and Temporal
Dimensions

In (A), the hierarchical and temporal dimensions are displayed. Selecting a part unfolds its
steps, selecting a single step further allows users
to drill down to stations involved in this step (T1).
Selections at all three levels of the hierarchy are
always outlined with a thick grey stroke, dashed
gray lines indicate the unfolded hierarchy. All
engine groups are displayed in the legend control
(A1); qualitative colors support the differentiation
between engine groups across views (A), (B),
(C), (E), and (G); the (control) group with all
engines is always shown with gray color (T5).
Forming new groups is enabled in two ways:
Users can either use pre-defined groups using
CSV file upload (T1) in (A1) – the observed
default behavior among engineers – or manually
add a group of engines selected in associated
views (T3) (B) or (G). In (A2), users can choose
between the mean, max/min, or median as a
measure for anomaly scores as shown in Figure
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Figure 6: Causality graph for a measurement. Measurements in the graph are displayed in (1). Hovering
over nodes in (1) results in an overview of where along the hierarchical and temporal dimension of
the manufacturing process the causalities are located in (2).
4. Parts that do not contain data are shown with
a gray line as shown in (A3). A legend showing
positive values for the anomaly scores in red and
negative ones in blue is displayed left to (A1).
Users have two options for drilling down to
measurements of interest (T2). First, they can
manually navigate through parts, steps, and stations evaluating the respective anomaly scores
and their relations across the hierarchical and
temporal dimensions of the manufacturing process (T6). Here, anomaly scores are displayed as
two colored glyphs, where the arc size indicates
the severity of an anomaly. Second, they can select a measurement using t-tests, which are shown
in (C) with a table view and ordered by their pvalue. By either selecting a station from (A) or
a row from (C), the according measurements are
shown in (B).

each measurement (B1).
Users can further assess the relations across
any pair of measurements (T6) in (E) with a
correlation matrix, with a diverging green-topurple color scale to encode Pearson correlations
between -1.0 and 1.0.
A mapping from the selected correlation pair
in (E) to (B) is performed with gray triangles in
(E) and (B) and lines in (B). A tooltip displays
more information for the selected correlation pair
in (E). Furthermore, hovering over the correlation
matrix also shows the detailed distribution of
the two selected measurements as a scatterplot
below the matrix. Users can apply filters in (F)
to reduce the number of visible measurements in
(B), especially if stations of interest contain many
measurements. Also, users can add interesting
measurements to the focus-set by clicking on a
boxplot as shown in B1 with a red outline.

Measurement-Centric Views

The distribution of all measurements for a
selected station is displayed in (B). We use
boxplots to ease measurement comparison sideby-side. Measurements are aligned along the xAxis and separated with vertical gray lines. In
addition, users can also compare the distributions
for individual engine groups (A2) within each
measurement (T5). According to the engineers,
it is always interesting to identify measurements
for which different engine groups behave in
considerably different ways (T4). We support
this task with automatically calculated t-tests for
every measurement, to seek p-values supporting
assumptions of differences across engine groups.
If available, these p-values are displayed above
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Causal Discovery

When users aim at identifying relevant measurements outside a station analyzed in (B),
relation-seeking and causal discovery are needed
(T6). The available causalities as well as p-values
appear above each measurement. On selecting a
causality in (B2) its causal graph is shown in (D),
and relevant parts are marked with a red triangle
in (A). A selected measurement can either be
influenced by measurements of previous steps
(Cause) or have an impact on the measurements
of later steps (Effect). By hovering over nodes
in (D), only the relevant parts, steps, and stations are shown as a second layer above (A)
as demonstrated in Figure 6. The selected node
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from Figure 6 (1) is shown with a red outline in
Figure 6 (2). Clicking on a node freezes the layer
above (A) and replaces all boxplots in (B) with
the measurements of the causality set. Of course,
users can always return to the initial view.
Measurement Validation

Measurement relations (T6) can be analyzed
in the focus-set in (G). All selected measurements
are displayed in a table view. As soon as more
than two measurements are in the focus-set, the
PCA is executed and the result displayed as a
scatterplot, using a similar visual metaphor as
used in (E) (T4). Measurements can be deleted in
(G1). After measurements are added or deleted,
the PCA changes accordingly. By clicking on
the button “Inspect”, the selected measurements
replace the boxplots in (B) and correlations in
(E).

Figure 7: A brush Selection for engines of interest
in boxplots (1) and the PCA scatterplots in (2),
where the selection in (1) is highlighted with
additional gray circles in the other boxplots.
Manual Subset Selection

Users can manually browse engines for indepth analyses (T3). To do so, they perform a
brush selection as demonstrated in Figure 7 (1)
for the boxplots (B) and Figure 7 (2) for the
scatterplot (G). In the case of the boxplots in
Figure 7 (1), the values of the same selected
engines in the station are highlighted with gray
circles. After the selection, ManEx performs the
same operations as when manually uploading an
engine group in (A2).
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Iterative Design Process
The design of ManEx was carried out in
six main iterations in close collaboration with
the engineers. After each iteration, we gathered
feedback and adapted our visualization design accordingly. The six iterations (I1-6) can be briefly
summarized as follows:
I1 System back-end: The first iteration was
mainly about setting up the system back-end. This
included the mapping of engine measurements to
the steps and stations. This iteration was probably
the most time intensive step in the entire project.
Nevertheless, no visualization design was carried
out here.
I2 Basic system functionalities: In a first
attempt, we used a parallel coordinates view.
However, this view implied a linear dependency
between measurements. Thus, we decided to use
boxplots to visualize measurements. We also
included a basic visualization of engines as a
process flow diagram and a correlation matrix
view, which was not yet mapped to the boxplot
view.
I3 Causality graph and measurement filtering:
Next, we added the causality graph. First, we
included the entire causality graph in which users
could switch between a causality graph and a
manufacturing process view. The engineers reported, however, that analyzing the entire causality graph was a very difficult procedure. It is for
this reason that we only show subgraphs of the
causality graph as outlined in Figure 5.
We also introduced a measurement filter. Despite
this addition, it was still difficult to see, which
measurement in the causality graph belonged to
which station in the manufacturing process. We
thus added an appropriate hovering event to the
causality graph as demonstrated in Figure 6. We
also added a scatterplot for attribute pairs in
the correlation matrix, to give a more detailed
overview of correlations between the measurements.
I4 Back-end changes: We subsequently added
a manual upload for engines with an error via local CSV files. Furthermore, we changed the backend of our system to use a SQL database instead
of local JSON files as input data for ManEx. Thus,
users across BMW may use ManEx via a public
URL.
I5 Focus-set validation: Next, we enhanced
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the back-end to perform automated dimensionality reduction based on a sample of measurements.
As a result of this users were able to build and
evaluate focus-sets.
I6 Hypotheses tests and manual engine group
selection: Finally, we introduced hypotheses test
and added a manual selection of engines of interest as a new error class. Following on from this,
our prime concern was to improve the user experience, for example by mapping selections from
the correlation matrices to the boxplot views,
or introducing a consistent color scheme for the
entire application.

about where to start their analysis. We thus included an option to filter for the number of nodes
in (2). Even with this option, however, the engineers could only filter for sub-graphs with a large
number of nodes and leaving small sub-graphs
out of the analysis process. Since the engineers
were more interested in sub-graphs than in the
entire graph, we experimented with different uses
of colors and circle sizes in (3) to put the focus
on specific regions of interest. This view still
failed to show the entire causality graph and the
engineers found it difficult to determine where to
start an analysis. Thus, in (4) we decided to only
show causalities for selected measurements.

Evaluation

Figure 8: Three different approaches to visualize
engine groups. In (1), we show anomalies in a
vertical layout, which we adapted in (2) to a radial
layout. In (3), we choose to display the glyph for
the control group on top and new groups below.
Anomaly Score Evolution

Figure 8 presents three different attempts we
used to visualize anomalies for engine groups.
In (1), we visualized anomalies vertically. The
engineers found, however, that it was a difficult
task to differentiate between engine groups, while
much space was lost along the vertical axis of
our visualization. In (2), we experimented with
a radial layout and added a color scheme for
engine groups. Here the engineers noted that this
visualization looked like a face and the issue of
lost space had still not been tackled. Hence, in (3)
we chose a more space-efficient layout, where the
control group is displayed on top and new groups
below.
Causality Graph Evolution

Figure 9 presents four views of the causality
graph. In a first attempt in (1), we showed the
entire causality graph. Due to a large number
of nodes, however, the engineers were confused
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Our evaluation aims at validating the usefulness and usability of the proposed visualization
design. We present the results of an expert study,
embodying qualitative coding of user feedback in
combination with a quantitative usability scale.
Participants: We carried out this study together with five automotive engineers from BMW.
They were all male between 25 and 35 years old.
The small sample size is the result of there only
being a few experts with such detailed knowledge
about the manufacturing of electrical engines at
BMW. This, however, is a common situation
when building solutions to very specific domain
problems, as has also been demonstrated in other
design studies [1], [4], [5].
Data: We uploaded the data of 2985 randomly
selected engines, 106 of which had an explainable
error and from a period of four months into
ManEx. The error was known by all participants
and they were told that this error was subject to
the evaluation. The data for each engine contained
8764 measurements recorded at 154 stations from
54 steps.
Task: We assigned the following task to each
participant: Please find a set of measurements
that you believe to be relevant for developing
a testing procedure for the specific error. Since
the error was an explainable one, the goal of the
task was to identify its root cause early on in the
manufacturing process.
Procedure: We performed a think-aloud study
[17] with one observer taking notes. First, we
gave a detailed system walk-through, where participants were able to ask questions. Next, we
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Figure 9: Different attempts to visualize the causality graph. In (1), we showed the entire graph and
included a filter in (2). In (3), we experimented with colors and node sizes to put the focus on specific
regions of interest in the graph. (4) shows the final visualization, where we only show subgraphs,
which are relevant for selected measurements.
asked every participant to perform the predefined
task followed by open-ended questions on how
each view of ManEx supported the execution of
the task. Each individual session took 90 minutes
on average. To quantitatively assess the usability,
we further applied the System Usability Scale
(SUS) [18] after each think-aloud session.
Results from the Think-Aloud Study

First, all engineers loaded the engines with the
explainable errors into ManEx (T1). Next, they
navigated through the hierarchical and temporal
dimensions of the manufacturing process using
the anomaly glyph representation to compare
all engines to the erroneous engines (T5). They
then added measurements to the focus-set, which
deviated the most from all engines and had a
measurement name, which could be related to
electrical errors. Here, one engineer noted “based
on the measurement name I can tell if it makes
sense to add it or not”. Three engineers also used
the p-value table to further add measurements to
the focus-set (T2). The other two engineers used
the causalities to evaluate similar measurements
to the ones they selected (T6). The engineers next
reviewed the PCA visualization and iteratively
added and removed measurements until they were
satisfied with the PCA scatterplots. The degree of
satisfaction mostly depended on how erroneous
engines deviated visually from error-free engines.
Three participants used the brush selection to add
another outlining engine group (T4), where one
engineer reported “I want to see if we have to
consider the engines [I selected] as electrical
errors”. Engineers then inspected their focus-sets
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in detail using the boxplots and correlation views.
Here, experts again removed measurements from
the focus-set noting that “the possibility of evaluating the focus-set in detail is very relevant to
validate my assumption on important measurements.” Finally, three engineers encountered one
measurement pair in the correlation views, which
already helped them to derive a can you describe
sophisticated a bit in derail? did they formulate
rules or dependencies to match? sophisticated
test to detect the electrical error early on in
the manufacturing process, where one engineer
acknowledged that it is “very exciting to see
how two measurements are already capable of
dividing the good engines from the bad ones.” The
other two engineers used the high dimensional
focus-set as a new error identification mechanism.
One engineer suggested including a more detailed description of measurements into ManEx
but stated at the same time “It is a little bit unfair
to request such features from ManEx because
actually, we have to provide this information
ourselves when we define the measurements at
our stations”. Apart from that, the engineers had
no further suggestions for system improvement.
Results from the System Usability Scale

Apart from the think-aloud study, we found
that the usability of our systems with 83.5 is
significantly above the average score of 68 [18].
The individual scores are outlined in Table 1.
All the engineers noted that the electrical error
could be detected earlier with their interactively
created focus-sets. This already resulted in a
reduction in scraped parts of over 3% at BMW. In
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terms of serial manufacturing processes, in which
thousands of engines are produced every day, the
cost savings would be millions when extrapolated
on a yearly basis. Hence, we are confident that
ManEx will result in similar scenarios, where
the causes of errors can be detected early in the
manufacturing process.
Expert
Expert
Expert
Expert
Expert
Avg.

1
2
3
4
5

Q1
10
7.5
7.5
10
7.5
8.5

Q2
7.5
7.5
7.5
10
7.5
8.0

Q3
7.5
7.5
7.5
10
10
8.5

Q4
10
10
10
10
7.5
9.5

Q5
7.5
7.5
10
10
7.5
8.5

Q6
7.5
10
10
7.5
10
9.0

Q7
10
5
7.5
10
7.5
8.0

Q8
5
7.5
7.5
7.5
7.5
7.0

Q9
7.5
7.5
7.5
7.5
10
8.0

Q10
10
10
10
5
7.5
8.5

Total
82.5
80.0
85.0
87.5
82.5
83.5

Table 1: Results of the System Usability Scale
[18] with five engineers.

Discussion
We contribute the problem characterization
and abstraction for the analysis of a large number
of measurements from engines along the hierarchical and temporal dimensions of a manufacturing process. We can translate some of our study
results into more general suggestions, which may
guide researcher and practitioners from similar
domains.
1) Compute anomaly scores and represent
them as glyphs to overcome the hierarchical
challenge: The drill-down approach starting from
parts down to stations helps engineers in getting a
good overview of the manufacturing process. The
glyph representation of anomaly scores, for parts,
steps, and stations is an easy to understand visualization that facilitates navigating to measurements
of interest. Before that, engineers had to manually
query and connect data from different data silos
and compute anomalies in a slow error-prone
process themselves. By contrast, our anomaly
visualization allows a fast comparison of engine
groups and the evaluation of whether an error can
be related to a single part, step, and station or their
composition.
2) Identify relations between measurements
with t-tests and causal discovery to overcome
the temporal challenge: Apart from anomaly
scores, t-tests and causal discovery facilitate the
identification of relations between different measurements along the temporal dimension. In the
past, analyses of this kind had to be performed
manually by engineers. They now have a method
at their disposal for using well established yet
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powerful measures, which are integrated into
multiple linked visualization interfaces for identifying the root causes of errors early in the
manufacturing process.
3) Compute residual values and facilitate the creation of focus-sets to overcome
the measurement challenge: Formerly, engineers
had no means for combining heterogeneous measurements from distinct data sources. The computation of residuals now makes measurements
comparable across the manufacturing process.
Furthermore, by iteratively adding and deleting
measurements to and from the focus-set, engineers can immediately evaluate the quality of
measurements with the representation of the PCA
and the boxplot and correlation views.
Our system design also had some limitations,
which we briefly summarize here. First, we only
analyzed numerical values and did not include
more complex data types, such as time series data.
Using,this kind of data poses the challenge that
they cannot be visualized as boxplots as easily
as single numerical values. A solution to this
problem can be to identify the most important
sub-sequences in time series and extract single
values out of them to visualize them as boxplots.
Furthermore, not all measurements recorded
during the manufacturing of engines were available in our study. This is because BMW is
currently investing substantial resources in restructuring its data strategy, meaning that not all
measurements were available during the time of
the study (e.g., missing data of inverters).

Conclusion
We presented a design study on the development of a visualization approach to analyze
engines and measurements from a manufacturing process. The resulting VA system ManEx
provides a clear picture of the hierarchical and
temporal dimensions of the manufacturing process. The glyph representation of anomaly scores
allows to lookup known engines and measurements. The same anomaly scores allow users to
easily browse through the manufacturing process
and select new interesting engine groups. Boxplot
views supported by t-tests and causal discovery
help to locate measurements of interest. Filtering options and correlation views support the
exploration of engines and measurements. The
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representation of anomalies and a consistent color
scheme for different engine groups allows the
comparison of engine groups. Relations between
measurements can be evaluated in general by
using the visualization of the PCA computation
and in detail by inspecting individual boxplots of
the focus-set.
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